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GEOPHYSICAL FLUID DYNAMICS-I   OC512/AS509 2015   P.Rhines 
LECTURES 13-14  15-19 -11 week 7   
following class discussion, I added a section on wavenumber space and lee waves 26 Feb 2015 
 
  Internal waves and baroclinic, quasi-geostrophic flow: all from one 
equation. 
 
We want to describe the basic properties of waves in 3 dimensions (or 2..).  We have derived 
the equation for linearized waves in a stratified, rotating fluid.  Some of their properties of 
interest are:    
   phase propagation; energy propagation; wave patterns when waves radiate from a localized 
source; relationship with the circulation of the fluid (as in geostrophic adjustment described 
in previous lectures);  flux of momentum.   
 Waves in 3 dimensions are common: sound, electromagnetic waves are everywhere.  
Unlike waves on a water surface, they have wave-crests and wave-troughs which are planes 
perpendicular to the wave-vector, 


k = (k, l, m).  The essence of a wave is that it is a small 

oscillation of fluid particles in which adjacent particles interact through the pressure field 
(jostling one another).  External forces like gravity and Coriolis acceleration (a ‘virtual’ force) 
can be active.  Friction and diffusion and mixing of the stratification may damp 
them…dissipate them.   A good reference is Waves in Fluids  by M.J. Lighthill, Cambridge 
Univ. Press, 1978.   
 We have about 5 equations in 5 unknown variables (u, v, w, p, ρ) for internal waves. 
These are conservation equations for momentum, mass and an equation of state (which may 
simply be Dρ/Dt=0 if the fluid is incompressible).    These equations may be homogeneous if 
there are no explicit forcing effects on the righthand sides.   Without further work we can 
look for solutions that are wave-like,  
  (u, v, w, p, ρ) = Real((U, V, W, P, ρ)exp(i


k • x − iσ t) ).  

With amplitudes forming a vector; when this is substituted in the 5 equations,  we have a 
matrix equation to solve, but it too is homogeneous (nothing on the righthand side), so the 
determinant of the matrix must vanish for there to be a solution…this gives us the 
dispersion relation, σ as a function of k, l and m.    If there are forcing terms like a heat 
source or momentum source or diffusion then there are solutions for all frequencies and 
wavenumbers.  Some of these solutions will have large amplitude, if the time- and length-
scales of the forcing terms match those of free waves…this is resonance.  
    
      Finding wave solutions is straightforward if all the terms in the differential equations 
have constant coefficients.  If not, then the sine-wave solutions don’t work. But in some 
cases with non-constant coefficients (for example the buoyancy frequency N can vary in z) 
theoretical solutions can be found; especially if the coefficients vary gradually in space: then 
refraction of the waves occurs (as in the physics of optics…where light rays bend and 
different colors (wavelengths) are separated).   This ray theory is a very useful 
mathematical/physical topic for anyone working with waves.  And of course, numerical 
solutions on the computer can always be found.  
 
          That’s the formal structure of it.  Instead of this procedure we often work away to 
reduce the 5 equations to a single equation in one unknown variable, like w or p. That is 
what was done in the previous lectures, and there are good reasons to look at the single 
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waves equation that emerged.  Consider that equation, here for the pressure variable (recall 
that the total pressure field  is p = p0(z) + p’(x,y,z,t)  ), where p0 is the hydrostatic pressure of 
a resting fluid.  
 

    
∇3
2p 'tt
N 2 +∇2

2p '+ f 2

N 2 p 'zz = (
f 2

N 2 p 'zz ) |t=0
 

Here ∇22 is the horizontal Laplacian θ2( )/∂x2 + ∂2( )/∂y2 and ∇32 is the full 3-dimensional 
Laplacian ∂2( )/∂x2 + ∂2( )/∂y2+ ∂2( )/∂z2.  This is the full wave equation without assuming 
the pressure p’ to be hydrostatic (the first term becomes just p’zztt/N2 in the hydrostatic case 
we looked at).  Consider free waves, the homogeneous solutions of the wave equation with 
zero on the righthand side.  Substituting now a wave-like solution  

   
p ' = Real(Aexp(i


k • x − iσ t))

 we find  
  [ - σ2 (k2 + l2 +m2)/N2  -  (k2 + l2) – f2m2/N2]A = 0 
 
or  σ2  =  [(k2 + l2) N2 + m2f2 ] /(k2 + l2 +m2) 
       =    N2cos2φ + f2 sin2φ 
where φ is the angle between the wave-vector and the horizontal.   Thus the frequency of 
internal waves is independent of wavelength, varying with only the angle of propagation.  
The case φ = 0 is simply buoyancy oscillations, with fluid parcels moving vertically up 
and down at frequency N.  For φ = π/2 the parcels move horizontally, do not feel the 
density stratification and oscillate at the Coriolis frequency.  For all angles in between a  
pressure gradient in the direction of the wave-vector (normal to the wave crests and 
velocity) holds the fluid particles on track, oscillating at an angle to the horizontal.  
 
 o Waves in an incompressible fluid are transverse; the fluid velocity is 
perpendicular to the wave-vector.  The fluid moves as if in rigid sheets, oscillating in 
their own plane.   To see this write the MASS conservation equation as 
∇ • u = 0 =>


k • u = 0 .    Sound waves, by contrast, compress the fluid and the velocity 

is parallel with the wave-vector, perpendicular to the crests and troughs.   
   
 o  Waves have phase  and ampli tude.   The phase  θ is just what goes on in the 
exponential; think of it as exp (i θ(x,y,z,t)) . The idea of wave crests is simply a constant-
phase surface… here a plane along which θ is constant. Phase speed is the speed that 
constant θ planes (wave crests) move in the direction of propagation.  In terms of θ,  the 

frequency and wavenumbers are   
k = ∂θ / ∂x, l = ∂θ / ∂y,m = ∂θ / ∂z,
σ = −∂θ / ∂t

  

and the phase speed cp =σ / |

k |   is what you see, following a moving wave-crest. The 

convention is to keep frequency positive, σ > 0, and then the phase moves in the direction 
of the wave-vector.  
    This is pretty obvious for a single plane wave exp(ikx + ily + imz –iσt) but in 
interesting propagation problems  the wavenumbers and frequency may gradually change 
with x, y, z and t.  The amplitude also may change as waves spread out from a small 
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source region.  This assumption that the wave has the form (1) with possibly gradual 
variation of frequency and wavenumbers, is a peculiar form of Fourier analysis (where a 
complicated curve is expressed as a sum of many sine-waves).  
  
 o  Waves can be linear (as here) or nonlinear when their amplitude becomes 
large. For linear waves we can neglect nonlinear terms like u∂u/∂x compared with terms 
like ∂u/∂t.  The ratio of these two has a scale analysis  UT/L where T is the time-scale 
(likely 1/σ) and L is the length scale (likely 1/k or 1/m..).   Since L/T = Cp this is just  
    U/Cp 
which is called ‘wave steepness’.   For surface gravity waves it is in fact an estimate of 
the slope (the steepness) of the water surface on a typical wave. This is because UT is an 
estimate of the elevation η  of the peak of a wave (U being an estimate of both u and w 
velocities), so steepness becomes η/L.   When the steepness is not small, nonlinear effects 
may be important.  And, for hydrostatic waves (like long gravity waves), the wave 
steepness should be estimated again ( it becomes η/H0 where H0 is the mean depth of the 
fluid).  
  
 o Waves carry energy, and the energy moves with the velocity of wave-packets, 
the group velocity,  Cg = (∂σ/∂k, ∂σ/∂l,  ∂σ/∂m).   This is made clear by considering just 
two sine-waves of slightly different wavenumber and frequency (Gill §5.4, 6.6).  This 
demonstrated by Moiré patterns, the interference pattern when two sine waves or two 
patterns of parallel bars are superposed.   The energy flux in a fluid (Gill  §4.7) is also 
given by the product of pressure and velocity,  pu  plus other terms involving the brute-
force advection of energy. But in small amplitude waves it is the pressure-velocity 
product that is dominant.  Notice that pu  is a force (per square meter) times a velocity 
which is the classic expression for rate-of-change of mechanical energy.  The patterns 
below show (left) wave packets in 1-dimensional wave propagation where the phase 
speed varies with wavelength, and (right) in 2-dimensional propagation where the phase 
speed varies with direction of propagation, so that the wavepackets move with a 
component along the wave crests.  Note the relation between Cg  and Cp:  
 k∂Cp /∂k = k∂(σ/k)/∂k = ∂σ/∂k – σ/k  = Cg -Cp  
or           Cg = Cp + k∂Cp/∂k. 
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Figures above:  Moiré patterns, the interference (constructive and destructive) of two sine waves.  At the left, 

the two waves are parallel, and the wave-packets (the bands of interference longer than the wavelength) are also 

parallel: as one wave moves at a slightly different phase speed than the other, movement of the interference 

bands shows the group velocity.  On the right, the two waves have slightly different angle, and the interference 

bands are perpendicular to wave crests.  They move left or right, showing the unusual group velocity found 

with internal waves. 

 
The dispersion relation for internal waves puts their frequency between f and N.  Usually N 
is the larger, and these are waves with periods between a day and 5 to 100 minutes, roughly.  
N for the atmosphere ( which = (g/θ ∂ θ/∂z)1/2 ) is significantly larger than on average in 
the ocean, and hence the Rossby deformation radius Ld is greater, typically by a factor of 
10.  We have seen how the Rossby radius often sets the length-scale for synoptic eddies 
and jets (oceanic mesoscale eddies and boundary currents) which are the strongest, most 
energetic circulations, and this is the reason.  
 
    The group velocity calculation is given by Gill 5.4, but we reproduce the key part:   
 sin(a + b) = sin a cos b – cos a sin b  
hence, with ε << a,    
 sin(a + ε) + sin(a – ε) = 2 sin a cos ε. 
Think of propagation in 1 direction, x, only.  Two sine waves with slightly different 
wavelength add up to be a modulated wave… a sine wave that gradually grows and 
decreases over many wavelengths.   With a = kx – σt and ε = δk x – δσ t,  we have, for 
example, a pressure field   
  p’ = 2 sin(kx – σt) cos(δk x – δσ t)  
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          = 2 sin(kx – σt) cos(δk( x – (δσ/ δk) t)  
which shows that the wave packets move with speed δσ/ δk , an approximation to ∂σ/∂k. 
 
 Note that we talk about the dispersion relation as a function σ(k) and also σ is a 
function of x and t.  The first is a ‘constraint’ like an equation of state and the second is 
the evolving solution.  Plots of the curve σ(k) show the phase speed Cp as the slope of a 
line from the origin to the curve while the group velocity Cg is the slope of the tangent to 
the curve.   In 2 dimensions, plots showing σ(k,l) have contours of constant σ, and Cg, 
now a vector, is perpendicular to these contours, pointing toward higher frequency. Think 
of Cg as the gradient vector of the dispersion ‘mountain’.    
  
  Wave radiation from a small source region; animations and Hovmöller (space-
time) plots.   Adding up sine waves to make a localized disturbance can be done with 
Matlab’s FFT (Fast Fourier Transform) command. It is very annoying figuring out how 
the wavenumbers are scaled in the FFT, but once it is figured out it is very quick to take 
the simple evolution of one sine-wave and create the elaborate pattern of internal wave 
propagation and geostrophic flow that emerges. One version of the Fourier transform pair 
for a real function m(x) is defined as  

m(x) = 2
π

M (k)coskx dk
0

∞

∫          M (k) = 2
π

m(x)coskx dk
0

∞

∫      

 
         m(x)                      M(k)   

      exp(−x2 / a2 ) <=> π
a
exp(−π 2k2a2 )   

Thus a Gaussian bell-curve in physical space is also a Gaussian in wavenumber space: a 
narrow physical bell transforms to a wide wavenumber-space bell and vice-versa.  In the 
limit a=>0, the physical bell becomes a delta-function (a narrow spike) and its Fourier 
transform is ‘white’…a constant.  A pure cos(k0 x) has as its transform a delta function 
with all its energy at the wavenumber k=k0.   
 An application here is that a single wave  η=a cos k0x at t=0 evolves like a 
cos(k0x – σ(k)t) and so a sum of many waves at t=0 
 

   η(x) = a 2
π
exp(−k2a2 )cos(kx) dk

0

∞

∫  

 
 will evolve like 

  η(x, t) = a 2
π
exp(−k2a2 )cos(kx −σ (k)t) dk

0

∞

∫  

and you can ask Matlab to plot the result, using the known dispersion relation, with the 
FFT command.  Some results for gravity waves in a single-layer fluid are below: the first 
pair is for deep-water waves where σ2 = gk. These are dispersive waves; the x-t diagram 
shows the wave crests moving away at twice the speed of the group velocity (the slope in 
x-t space is 1/(speed)).  Later, the waves bounce off the ends of the computational 
domain. 
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The next three show long, hydrostatic gravity waves for increasing rotation rate; first with 
f=0, the waves are non-dispersive and propagate along characteristics with Cp = Cg.   
The second x-t Hovmoeller plot shows longer waves lagging behind (the group velocity 
was seen in earlier lectures, decreases as frequency decreases toward f, and this is for 
longer waves. At the origin, x=0, waves with frequency near f are seen.  The 3d panel has 
a stronger f with most of the energy trapped near the origin. What is big and what is small 
for f?  What matters is the length-scale of the initial condition, the ‘hump’ of elevation η, 
compared with the deformation radius Co/f.  The 4th panel shows a perspective view of 
η(x.t) for this 1-D problem. Notice the time-averaged geostrophically balanced hump that 
remains at large time. 
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Above: Perspective Matlab plot of 1-dimensional waves propagating away from an initial 
Guassian surface elevation (1 layer rotating fluid), in x-t space…time increasing to the 
right.  Near the center line you see a ridge of surface elevation remaining (with waves 
continuing to bounce around). This ridge is the geostrophic double-jet that remains in 
place, attached to the PV of the initial conditions (PV has to stay with the fluid parcels in 
absence of dissipation or external forcing). 
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 o   Anisotropic  problems arise when the physics is sensitive to direction. 
Buoyancy is a vertical force and Coriolis forces are perpendicular to the horizontal 
velocity.  Thus our internal waves have very peculiar properties, particularly that 
wavepackets don’t propagate in the direction of the wave-vector, normal to wave-crests.  
The contours of constant frequency σ as a function of k and l (in a 2-dimensional wave 
problem) are circles if the physics is isotropic; otherwise they do not have this symmetry.  
Internal waves are the opposite extreme:  contours of constant σ are straight lines that 
pass through the origin (k=0, l=0).   The group velocity is a vector normal to these curves 
of constant frequency, in the k,l plane while the wave-vector and phase propagation point 
in the (k,l) direction.   Thus in any isotropic medium the group velocity points in the 
direction of the wave-vector: energy and wave-crests move in the same direction and the 
wave crests form circles if the waves are generated in a small region  (as with a pebble 
thrown in a pond).  For internal waves, these ideas show that instead of the pebble-in-
pond circles, a small region of forcing will make wave-crests that radiate out from the 
source region as straight lines, which appear to move ‘around’ the source region. The 
energy propagates away from the source along the wave-crests. This was seen in the 
GFD lab (images below).  
 
 
 Using wavenumber space.  The group velocity can be visualized graphically by 
plotting the dispersion relation σ(k, l, m).   Here assume that there is no variation in one 
of the three directions, so that σ = σ(k, m) with l=0 or σ = σ(k, l) with m=0.   A 3D plot of 
this function is very useful.  For simple gravity waves on a water surface,   
                  σ2 = g|k| or  σ = g1/2  (k2 + l2)1/4  =  
and the surface is like the bell of a trombone:  
 

    
 
These waves are isotropic…the same properties in all directions, and the pebble-in-the-
pond effect produces circular wave crests when forcing is in a small region.  Apparently 
the shape of the wave crest pattern in x,y space relates to the shape of the curves of 
constant frequency in k,l space.  The group velocity Cg points in the direction of k, yet its 
magnitude is just ½ the phase speed Cp = σ/|k|. 
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   Now consider internal gravity waves where σ = σ(k, m), and propagation is in just two 
dimensions, x and z.  With frequency σ = ±Ν k/(k2 + m2)1/2 the plot of σ(k, m) is like this: 
 
 
  
 

    
   Again, the perspective plot shows contours of constant frequency, σ, and the red arrows 
are the gradient of that surface, which is the vector group velocity, Cg .  With  Cg 
perpendicular to the vector k = (k,m), the wavecrests are normal to k yet parallel with Cg 
The beams seen in the lab are beams of energy, and also wave-crests. (Thanks Jacob for 
the plot). The wave pattern due to forcing in a small region again relates to these figures: 
the wave-crests form straight lines extending out from the forcing, seeming to rotate 
around that point.  
 
 Internal waves generated by a moving sinusoidal boundary.   Suppose we tow 
a horizontal sheet of metal along, with stratified fluid above.  The sheet has sine-wave 
corrugations like a piece of roofing material.  It will match well with a single internal 
wave.   Take the general wave equation from the previous lectures, 

  

∇3
2p 'tt+ N

2∇2
2p '+ f 2p 'zz = f 2p 'zz |t=0

∇3
2∗ = ∂∗

∂x2
+ ∂∗
∂y2

+ ∂∗
∂z2
; ∇2

2∗ = ∂∗
∂x2

+ ∂∗
∂y2  

 
 
 
 
and suppose there is no Earth rotation, f=0, and hence no initial PV so the forcing on the 
righthand side is zero.  With the boundary condition 
  w =  A cos( k0x – σ0t)) at z = 0  
we can match this to a wave in the fluid with the same x and t structure, solving for the z-
structure.  There is no variation in the forcing boundary condition in y, so our equation is 
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p 'xx+

[p 'xx+ p 'zz ]tt
N 2 = 0 => w 'xx+

[w 'xx+w 'zz ]tt
N 2 = 0

 
Here the equations for  p’ and w’ are the same (see, e.g. Gill §6.4).  Note that if we make 
the hydrostatic approximation, ∂/∂x << ∂/∂z, that knocks out one of the terms.  Trying a 
solution w = Real B(exp(i k0x +imz– iσ0t)), the boundary condition is satisfied if B = A 
and, substituting into the equation, m obeys the dispersion relation 
as before,   
  σ0

2 = N2k0
2 /(k0

2+m2) 

   
m = ±k0 (N

2 /σ 0
2 −1)1/2

  But, how do we choose the sign for the vertical wavenumber m?  It controls whether the 
wavecrests move upward or downward.   We need a 2d boundary condition, in this case 
at z => ∞.  There we argue that the energy in the waves should be moving upward, away 
from the forcing region, and not downward.  It could be moving downward if we put a 
reflecting boundary up high, but we have not.   The vertical component of group velocity, 
from differentiating the dispersion relation, is  
  ∂σ/∂m  = -m σ/(m2+k0

2) 
We keep frequencies σ > 0 by convention, and then the phase moves in the direction of 
the wave-vector.  Thus the wavecrests move downward toward the forcing altitude. This 
is one of many ‘backward’ properties of geophysical fluids.   
   The final solution is w =  A cos( k0x +mz –  σ0t)) where m is given above.  
 What does the solution look like?  We choose to move the boundary to the left, 
for no good reason, with velocity σ0/k0 < 0.   It is a single plane wave with crests tilted in 
the direction of the motion of the forcing boundary.  This also seems ‘backward’ because 
we might expect the waves to lag behind the forcing.  But they tilt forward with 
increasing height z.    
 
 Energy flux.   In this solution the energy moves upward with the group velocity. 
There are two ways to calculate this: (1) by arguing that the 
            o energy flux is the product of energy density and group velocity.  
and (2) that for linearized waves the  
 o energy flux in a particular direction is the product of the pressure and velocity in 
that same direction. This is the pressure force per unit areas times the velocity, which 
comes from the total energy equation in Gill §4.7, 5. 7: force x distance = work done by 
the force and force x velocity = rate of creating mechanical energy.   
     Here the energy density of the waves is 
                            KE + APE = ½ ρ0(u2 + w2) + ½ g2ρ’2/ρ0Ν2 

per cubic meter. The two forms of energy KE and PE are equal for these waves, and u 
and w are related through the MASS conservation equation, ux + wz = 0, or u = -w(m/k0). 
So long as f=0, the energy density becomes 
                                    E = ρ0 w2(1+m2/k0

2) 
 and the vertical energy flux is  
   E Cg|z  = -ρ0 w2(1+m2/k0

2) m σ/(m2+k0
2) 

    = - ρ0 w2σ0 m/k0 2 
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Method (1) gives p’w as the vertical energy flux.  From the x-MOM equation, p’ =  uσ/k 
and above we used u = -w(m/k) and so p’w has an average value (over a wave period) of 
   ρ0 p’w  = -ρ0 w2σ0 m/k0

2   
    =  -ρ0 <uw>σ0/k0

   
The two methods agree.  
 Forces and momentum flux.    The equation just above connects the upward flux 
of energy by the waves with the upward flux of horizontal momentum, <uw>.  (The 
brackets indicate average over a wavelength.) You have to push on this boundary, in the 
direction of its motion, in order to produce the wave.  We know that because we are 
constantly fluxing energy into the fluid (if the problem begins from a state of rest, the 
wave propagates upward, filling a larger volume of space with time).   
 The rate of creation of energy is equal to the force F times the velocity  C in the 
direction of the force,   C F.   Here C = σ0/k0 is the horizontal phase speed of the wave 
crests (and the boundary, since they are matched together).   
 But, the force itself will either create horizontal momentum somewhere in the 
fluid or be resisted by pressure on some far-away boundary.    
 The rate of creation of momentum is F 
and this horizontal momentum is transmitted upward into the fluid.   There are again two 
ways to think about it: (1),  if we average the x-MOM equation horizontally, we have 

  
< ut > + < uux > + < wuz >= − < px > /ρ0

 where the angle brackets indicate an x-average.  But the x-average of ∂p/∂x is zero for 
this problem of an infinitely long boundary. We can rewrite this average MOM equation   

  
< ut > + < uw >z= 0

 by using MASS conservation, ux + wz = 0. The average product of u and w velocities is a 
flux of x-momentum in the z-direction.  It is somewhat intuitive, watching the inclined 
wave-crests of the internal wave, that when fluid is rising it is also moving to the left, 
while when it sinks it moves to the right: this gives flux of negative x-momentum upward 
across any constant altitude, z=constant.  So,  <uw> is less than zero and this pushes 
negative x-momentum upward from the lower boundary.  Exactly, 
   <uw> = <w2>m/k0 

 And this agrees with the remarks above:   
   The upward flux of horizontal momentum  M  =  the force exerted 
= the upward flux of energy ECg|z  divided by  the speed of the boundary, σ0/k0 = C.    
                   More tersely,  Flux of M = Flux of E / C  = E Cg|z / C    
This is real momentum, and it will accelerate or decelerate the average flow of the fluid. 
This is a major research topic of atmosphere/ocean dynamics. And 
  The signature of upward momentum flux by waves is tilted wavecrests, 
here in the x,z plane, with phase (wavecrests) moving downward in time.  
With the tilt of the wavecrests, there is a negative correlation between u and w velocity 
(the velocity vector lies along the wave-crests): the mean of  uw  over a wavelength  <0 
for C < 0.   (Gill’s Fig. 6.10 has one of the only errors in the book: the printer tilted the 
whole figure at a strange angle).   
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 (2): the second way to think about the force used to create the waves is through 
the pressure force on the wavy boundary.  In general, the pressure at the boundary of a 
fluid creates momentum in the fluid at a rate 

   
pn̂ dS

S
∫∫  

found from integrating the MOM equation and noticing that  

   
∇pdV

V
∫∫∫ = pn̂ dS

S
∫∫  

by the divergence theorem.  Here V is the volume, S is the surface bounding the volume 

and 
n̂

 is an inward-pointing unit vector perpendicular to S.   Now this integral can, for 
our problem be rewritten 

   
p dh
dxS

∫ dx
 

where z = h(x) is the elevation of the sinusoidal boundary. This integral is just the 
pressure times the slope dh/dx of the boundary.  It is the horizontal force of the boundary 
on the fluid. And also, each surface of constant density in the fluid has the exact same 
shape as the boundary, and each one exerts a pressure force on the fluid above, equally.   
For our problem we specified w and not h, but the two are related (in the linear wave 
approximation) by 
 w = ∂h/∂t,  so h = -A/σ0 sin(k0x – σ0t) and ∂h/∂x = -Ak0/σ0 cos(k0x – σ0t). The wave’s 
pressure is p’ = u ρ0 (σ0 /k0) =  -w m/k0 ρ0 (σ0 /k0).   The average force  is                            
   p ∂h/∂x = ½ A2m/k0  

which agrees with the <uw> method, and equals  the energy flux /C as shown above. 
 
 
   Our full solution is w =  A cos( k0x + mz) where m is given above, as a function of k0 
and U0 which we prescribe.    Let’s use Fourier analysis to think about the solution for a 
Gaussian-shaped mountain, by adding up sine wave solutions.  Unlike the previous 
example on the x,t plane above, we have a 2-dimensional wave pattern that is stationary: 
this is an x,z problem.  Our basic solution for the boundary condtion w =  A cos( k0x – 
σ0t)) at z = 0  now has w =  A cos( k0x) at z = 0  thanks to the mean flow (or moving 
observer).  For the single-mountain boundary condition,  

   
h(x) = Aexp(−x2 / a2 ) = A 2

π
exp(−k2a2 )cos(kx) dk

0

∞

∫
 

the solution is  

   

h(x, z) = A 2
π
exp(−k2a2 )cos(kx +m(k)z) dk

0

∞

∫

= Real(A 2
π

{exp(−k2a2 )
−∞

∞

∫ exp(im(k)z)}exp(ikx)dk  
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where m = -((N/U)2-k2)1/2  .This can be found and plotted using FFT in Matlab (though 
the details of getting the wavenumber k correctly scaled can be time-consuming).    
       The hydrostatic limit of mountain waves is relevant for Uk << N which gives m/k >> 
1. This limit picks out m2 ≈  (N/U)2 >> k2  which are the internal waves with intrinsically 
low frequency and nearly horizontal wavecrests.  They are seen almost directly above the 
mountain that forces them.  The group velocity in this frame of reference is the vector 
sum of the horizontal wind velocity and the internal wave’s group velocity, relative to the 
mean flow, and sketching this vector addition is the way to understand the shape of the 
wave-crests.  For a plot see Gill Fig. 8.8  
 
   Matlab is good at adding up Fourier components.  In the m-file with Problem Set 4, the 
internal gravity waves radiating from an initial condition near the center of the picture is 
shown below.  This pure initial-value problem was clearly seen in the GFD lab, simply 
by disturbing the fluid briefly by lifting the circular cylinder slightly, then dropping it. 
 
  

 
Above: wavecrests for internal gravity waves due to a small initial disturbance at the center..the crests are 
moving toward the mid-line from above and below but the energy moves outward along the crests  (this is 
the x-z plane). Matlab plot using the Fourier transform to add up sine waves to make a Gaussian initial field 
of pressure p’. The ‘explosive’ initial condition contains all frequencies, and so we see wave-crests with 
many different slopes: high frequencies have nearly vertical crests, low frequency waves nearly horizontal.  
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The m-file internal_wave_transient_solution_GFD1_ii2015.m creates a Matlab animation of this initial 
value experiment, by taking a Fourier transform of the solution 
 
 

 
      Internal gravity waves in the x-z plane, GFD lab  2011. A cylinder is oscillating at a 
constant frequency, and the energy moves out in ‘beams’ that reflect from top and 
bottom. The fluid velocity oscillates parallel with these beams. Viewed with 
‘shadowgraph’, in which a distant light source is refracted by the small changes in 
density gradient due to the waves (you are seeing the light pattern on a white background 
behind the water channel).  Can you estimate the frequency σ/N from this figure?  
Shadowgraph images show the curvature of the density field, hence emphasize the small 
scales of ρ’(x, z, t).   Mixed layers, waves, blocking  plumes are all visible.  
 

 
 The horizontal lines are due to mixed fluid moving away from the forcing region..which 
is weakly turbulent. 
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Notice how the ‘beams’ show the primary shearing motion of the fluid (they are 
approximately wave-crests and streamlines) while also, the waves have deflected a 
horizontal density interface (the sinusoidal patterns intersecting each beam). There is a 
thin mixed layer at the top of the fluid, so the waves reflect there rather than at the water 
surface.  
 
Stationary waves on a mean flow.  With the waves generated by a moving lower 
boundary, described above,  if we translate ourselves as observers along with the leftward 
moving boundary, the fluid appears to have a mean flow to the right at speed U = σ0/k0 

and the waves stand still (at least their crests and troughs do).    This now is a model for 
waves generated in flow over mountains, another major subject of current research.  So 
we already have the solution for such waves, but the interpretation is very interesting.  
Once again there are two ways to think about it.   
     (1), The moving observer would translate the results by defining a space coordinate x’ 
= x – Ut and keeping the same time-variable, t’ = t.   This means that the operation ∂/∂t 
for the fixed observer becomes ∂/∂t + U ∂/∂x for the moving observer… this is the 
Doppler shift.  For a sine-wave, it becomes 
    σ’ = σ – U k 
where k is the x-wavenumber. Test the signs: if the observer moves with the moving 
boundary, he/she sees no time variation, σ’ = 0.  The fixed observer sees σ = Uk or       
phase speed σ/k = U which is correct.      
     (2), The second way to think about this is by going back to the equations, and noting 
that the advective acceleration is no longer quadratically small the way it was when just 
waves accounted for the velocity.  Let the full fluid velocity be U + u’(x,z,t). The term u 
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∂u/∂x = U ∂u’/∂x + u’ ∂u’/∂x and the first of these is big, and is not thrown away.  We 
thus see instead of (or in addition to ) ∂/∂t terms,   U ∂/∂x terms.  And so, our dispersion 
relation replaces σ by σ -  kU as above.  For our internal waves with f = 0,  
   σ – kU = ±Nk/(k2 + m2)1/2 

and for stationary waves, σ = 0,   
         kU = Nk/(k2 + m2)1/2 

which has solutions   k = 0 or  (k2 + m2)1/2  = N/U .   Plotting the dispersion relation 
against k and m we find a single circle, with radius |k| = N/U. This is very different from 
the plot of the dispersion relation without the mean flow (contours of constant frequency 
were straight lines passing through the origin on the m,k plane).  Here the circle tells us 
that the pattern of wave crests generated by an isolated mountiain is also circular,  as seen 
in the figures below.  Actually, semi-circular because these waves appear only 
downstream of the mountain. Their group velocity creates the pattern, extending 
downstream at a rate twice the mean flow, 2U.   The hydrostatic limit occurs with wide 
topographic features that excite mostly waves directly overhead, with wave crests nearly 
horizontal (hence Hs/L <<1).    The arrows show two families of group velocity; those 
radiating from the circle must make the circular lee wave pattern, and they always trail 
downstream. Those radiating from the m-axis are the ‘blocking waves’ that have nearly 
horizontal wave-crests. They can appear upstream of the mountain, stopping the flow (if 
their vertical scale is great enough).  Only the longer waves (the ‘fatter’ plumes of 
blocking) with m < N/U that can stem the current and move upstream.  That’s what we 
see in GFD lab experiments.  This figure is cribbed (and modified) from M.J. Lighthill’s 
famous paper on the subject, Lighthill, J.Fluid.Mechanics 1967. 

                       
 
The circle tells us that all the lee waves have the same wavelength, 2πU/N, and their group 
velocity is the vector sum of the mean wind  which has speed U cos φ in the φ direction, and their 
‘intrinsic’ group velocity relative to that wind, which points along the wave crests; its magnitude 
is (1/|k|)|∂σ/∂φ| = (N/|k|)|sin φ| = U |sinφ|  (since |k|=N/U).  Only the mean flow carries the signal 
radially outward from the mountain.   This comes from the polar coordinate version of the 
dispersion relation, σ = N cos φ where φ is the angle of the wave-vector (k, m).   If this flow is 
started from rest, the wave energy thus fills out at the speed of the mean flow,  U cos φ at an 
angle φ with respect to the ground.  This is how  the (soon to be) stationary wave pattern fills out 
with time.  
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   The ‘blocking’ wave occurs when the fluid has too little KE to rise up over the 
mountain, hence it comes to rest forming a sort of ‘virtual’ mountain.   (See Lighthill’s 
book, Waves in fluids).   If we estimate the vertical wavenumber m to be ~ 1/h where he 
is the mountain height, the important parameter that decides whether this blocking occurs 
is  Nh/U.   For Nh/U > 1 blocking is strong. The ‘blocking’ wave, surprisingly, has near-
zero frequency when measured by an observer moving with the mean flow, yet it has fast 
group velocity, |Cg| = N/m ~ Nh.  The wave pattern from linear theory is shown below. 
 

                
 
Above:  analytical solution for internal gravity waves with uniform stratification, obstable being towed to 
the left (opposite to lab experiment above).  The solid lines are constant-density surfaces. This is the same 
as a stationary mountain with mean flow to the right.  The semicircular wavecrests are predicted by simple 
theory.  You can see the strong downslope flow on the right side of the mountain. While this is  essentially 
linear theory, it begins to show the nonlinear downslope winds we saw in the simpler case of 1-layer flow 
over a bump in the GFD lab.   Downslope winds are famous, across the world (Santa Anna, Chinook, Föhn, 
Bora) and they can do much damage.  This solution by Miles and Huppert (J. Fluid Mech. 1968) omits the 
upstream blocking seen in the lab and in Nature.   
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Above: waves in flow over a mountain: UW GFD lab. The spherical-cap mountain is seen as a 
faint curve. Fluorescent dye marks surfaces of constant density and we illuminate these with 
several vertical ‘sheets’ of light.  The flow is left to right, and the waves are large in amplitude, 
nearly breaking and mixing. The basic stratification is close to a 2-layer model rather than 
constant N.   
 
 
 
 
Below: Internal gravity waves generated by towing a cylinder to the right, horizontally. The wave 
crests predicted by theory are semi-circles, trailing behind the ‘mountain’ plus a layer of blocked 
fluid to the right of the cylinder. Notice the vertical profiles of horizontal velocity seen with 
vertical dye lines. These show a low-mode very low frequency wave propagating ahead of the 
moving cylinder.   Mountain waves are just the upper half of this same field seen by an observer 
riding on the cylinder (then the fluid flows from right to left over the mountain). Then the low-
frequency waves to the right represent blocking of the oncoming flow which cannot rise and pass 
over the ‘mountain’.    The blocking modes with nearly horizontal wave crests have a range of 
vertical wavenumbers m, ranging from roughly 1/h to zero (h is the height of the ‘mountain’).  
Thus we do see some of these reaching above the mountain top, though still at a very small angle 
to the horizontal.  The end of the wave channel reflects these low frequency waves and may also 
produce some of the wavy purple dye lines.   Notice that the dispersion relation of these internal 
waves with m>>k  is σ = Nk/(k2 + m2)1/2 ≈ Νk/m with horizontal group velocity N/m.  This is the 
highest group velocity of  all waves with the same value of k, even though its frequency is 
vanishingly small!    
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   Our linear theory misses important nonlinear effects.  These are evident simpler 
context, in flow of a single layer of unstratified fluid over a bump: ‘open-channel 
hydraulics’.   Very often these flows develop strong downslope jets on the lee side of the 
mountain.  Bernoulli’s equation tells us that the fast flow is accompanied by very low 
pressure: there is strong wave-drag on the mountain and equally strong upwind force on 
the fluid above, which slows it down.  The classic one-layer flow with approximately 
hydrostatic dynamics can support just one kind of wave: the long,  non-dispersive gravity 
wave.  Its speed, (gh)1/2, competes with the flow speed, U.   The ratio U2/gh is the Froude 
number, and it acts like the Mach number in airflow round a wing.   The description is in 
GFD lab notes from Fall Q. 2014.   
 
   Even though our stratified fluid is dispersive,  and internal waves can have many 
different phase and group velocities,  the striking impression in the figures below is that 
something like 1-layer hydraulic flow occurs nevertheless.  The ECMWF general 
circulation model simulations below show flow over Greenland at three different model 
resolutions.  At T799 (25 km grid) we see striking downslope winds, and gravity waves 
radiating up to the stratosphere where the amplify (due to the low air density) and break.  
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Above:  Jung & Rhines JAS 2007,  lee gravity waves over Greenland, showing the effect of circulation 
model resolution.   The righthand two panels show T799 resolution (~ 25km grid, 60 layers) in which 
intense downslope winds form. Upward  propagating internal gravity wave propagation occurs, reaching 
into the stratosphere (stratosphere shown in upper panels).  


